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Abstract

Markov chains are one of the most popular models for the
evaluation of performance and dependability of information
processing systems. To obtain performance measures, typ-
ically long-run or transient state probabilities of Markov
chains are determined. Sometimes the Markov chain at hand
is equipped with rewards and computations involve determin-
ing long-run or instantaneous reward probabilities.

This note summarises a technique to determine performance
and dependability guarantees of Markov chains. Given a
precise description of the desired guarantee, all states in the
Markov chain are determined that surely meet the guaran-
tee. This is done in a fully automated way. Guarantees are
described using logics. The use of logics yields an expres-
sive framework that allows to express well-known measures,
but also (new) intricate and complex performance guarantees.
The power of this technique is that no matter how complex
the logical guarantee, it is automatically checked which states
in the Markov chain satisfy it. Neither manual manipula-
tions of Markov chains (or their high-level descriptions) are
needed, nor the knowledge of any numerical technique to ana-
lyze them efficiently. This applies to any (time-homogeneous)
Markov chain of any structure specified in any high-level for-
malism.

1 Logical performance guarantees

Let us first explain how performance guarantees are specified
using a temporal extension of logics. These logics are in-
tensively used for specifying functional properties of systems
(such as absence of deadlocks or reachability). We discuss
by example their usage for specifying performance guaran-
tees over discrete-time, continuous-time and Markov reward
models. The logic used for the discrete-time case is due to
Hansson & Jonsson [18].

1.1 Discrete-time Markov chains
Consider a discrete-time Markov chain with many states, mil-
lions say, among which some illegal (or: forbidden) states and
some goal states. In a multi-processor system with failure-
prone components, a illegal state could, for instance, charac-
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terise a configuration in which more than a certain number of
components has failed. A goal state could be a configuration
in which a majority of the components is operational. Sup-
pose we are interested in determining the Markov chain states
from which a goal state may be reached with a high proba-
bility, say at least 0.92, while never visiting an illegal state
before reaching its goal. We thus consider scenarios in which
the system starts in some state, visits any number of states
that are not illegal, while finally ending up in some goal state.
The requirement is formulated by the logical formula:

P> 0.92 (¬ illegal until goal) . (1)

The subscript in this formula describes the bound on the
probability that we want to establish, while the part between
parentheses is characterizing the set of paths of interest. A
path in a Markov chain is simply a traversal (a sequence of
states) through the graph underlying it, i.e., the graph obtained
by removing the transition probabilities. The path s0 s1 s2 . . .

that starts in state s0 satisfies the formula (¬ illegal Until goal)
if and only if there is some goal state sj in the path (j > 0)
while all states si (with i < j) prior to sj are not illegal. The
probability of a path is simply the product of the transition
probabilities, i.e., P(s0, s1)·P(s1, s2) · · ·. A state s now sat-
isfies the guarantee (1) if at least 92% of the paths starting in
s satisfy (¬ illegal Until goal).

If, in addition, the number of steps to reach a goal state is
limited, say at most 137, then this additional constraint on the
number of steps can easily be accommodated in formula (1):

P> 0.92

(

¬ illegal Until
6 137 goal

)

.

The difference with formula (1) is that now the part between
parentheses is characterizing the set of paths that reach a goal
state via only visiting non-illegal states, and do so in at most
137 jumps.

Note that transient probabilities are “easy” variants of these
formulae. For instance, a state satisfies the guarantee

P> 0.92

(
true Until

=137 goal
)

, (2)

if the probability to be in a goal state after exactly 137 jumps
is at least 0.92. Whereas in (1) the part¬ illegal forbids to visit
an illegal state, true allows any state to be visited, and thus
puts no constraint on the states visited prior to reaching the
goal state. As the construction true Until occurs frequently,
this is also abbreviated by 3 (pronounce “eventually”). The
previous formula can thus equivalently be written as:

P> 0.92

(
3

=137 goal
)

p. 1



The dual of 3 is 2 (pronounce “always”), e.g., the formula
2goal is equivalent to ¬3¬ goal. In the setting of Markov
chains we have:

P> 0.92 (2goal) ≡ P6 0.08 (3¬ goal)

Until so far, we have implicitly assumed that we could char-
acterise the illegal and goal states by the simple predicates
illegal and goal, respectively. In many practical situations,
though, the characterisation of such states is unfortunately not
so straightforwar but may depend on their probabilistic evo-
lution. For example, the goal states could be configurations
from which it is guaranteed that the system remains opera-
tional with the majority of the components (not necessarily
the same ones!) during the next 13 jumps with an extremely
high probability (0.9999, say). By using nesting of formulae,
(1) is now generalised into

P> 0.92

(
¬ illegal Until P> 0.9999

(
2

=13 goal
))

Stating this more involved property in natural language may
easily lead to ambiguities and misinterpretations.

As a variation on the latter performance guarantee, suppose
that we are interested in quickly initialising the system (within
10 steps, say) such that a set of states is reached that guarantee
the system to be operational with a majority of its components
on the long run. That is, we want to quickly reach states that,
when starting from there, the system is almost entirely oper-
ational in, 99.99 % of the cases, say, once the system is con-
sidered on the long run. As before, we do not allow visiting
illegal states. This is expressed as:

P> 0.92

(

¬ illegal Until
610

L>0.9999 (goal)
)

The new operator L refers—as opposed to P that refers
to transient measures—to long-run measures. The formula
L>0.9999 (goal) holds in state s whenever the Markov chain
when starting from s can guarantee to be in a goal state with
probability at least 0.9999 on the long run. For an aperiodic
Markov chain this means that the chain is in a goal state (with
probability 0.9999) whenever it has become stationary (when
starting from s).

As a last variation, we might want to characterise the states
that when starting from either of them, the system guarantees
on the long run that an illegal state can (almost surely) never
be reached in the next 15 jumps. This is expressed as:

L>0.9999

(
P> 1

(
3

615
¬ illegal

))

Now that we have provided some flavor of defining perfor-
mance guarantees on DTMCs in a logical way, let’s consider
the continuous-time setting.

1.2 Continuous-time Markov chains
The modular and flexible way in which performance guar-
antees can be specified for discrete-time Markov chains, also

applies to CTMCs [10]. To put it shortly, all operators that we
have seen so far can be used in the continuous-time setting as
well, with the extra possibility that we can now also refer to
continuous time. For instance,

P> 0.92

(

¬ illegal Until
6 133.4 goal

)

identifies those states from which a goal state can be reached
within 133.4 time units (while only visiting non-illegal states
prior to that). Like before, the part between parentheses char-
acterizes a set of paths. But a path is no longer a simple
sequence of states s0 s1 s2 . . ., but an alternating sequence
s0 t0 s1 t1 s2 t2 . . . where tj denotes the residence time in
state sj . A timed path satisfies ¬ illegal Until

6 133.4 goal if
there exists an index j such that sj is a goal state, all states
prior to that on the path are not illegal, and sj is reached
within 133.4 time units, i.e., t0+t1+ . . . tj−1 6 133.4 and
t0+t1+ . . . tj > 133.4.

If we are interested in reaching a goal state in the interval
[61.1, 133.4] the above formula can easily be adapted to:

P> 0.92

(

¬ illegal Until
[61.1,133.4] goal

)

This guarantee states that one should visit non-illegal states
prior to reaching a goal state, which should be reached be-
tween 61.1 and 133.4 time units.

1.3 Markov reward models
Various performance and dependability measures are ob-
tained by equipping Markov models with cost or benefit in-
formation. These structures are known as rewards. In the
continuous-time setting, they come in two flavors: impulse
rewards are attached to transitions, while state rewards are as-
sociated with states. On taking a transition from state s to s′

with impulse reward r(s, s′) (for convenience, let all rewards
be non-negative), a reward r(s, s′) is earned. On visiting state
s with reward r(s) for t time units, a reward r(s)·t is earned.1

In the multiprocessor system referred to before, a state reward
could indicate the number of jobs processed per time unit,
while an impulse reward could indicate the loss of a num-
ber of jobs when a component fails. The accumulated reward
plotted versus the elapsed time is thus a piecewise continuous
function, where discontinuities occur at transition epochs, and
slopes of the continuous fragments are determined by the state
rewards.

The logical framework can be extended with accumulated re-
wards in a rather straightforward manner [5]. To that end, the
Until-operator is equipped with an extra parameter, indicated
as a subscript, that puts a constraint on the total accumulated
reward. For instance,

P> 0.92

(

¬ illegal Until
6 133.4
662 goal

)

identifies those states from which a goal state can be reached
within 133.4 time units (while only visiting non-illegal states

1In discrete-time stochastic processes the distinction between impulse and
state rewards is irrelevant.

p. 2



prior to that) while the accumulated reward does not exceed
62. Note the similarity with the previous formula: only the
constraint on the accumulated reward has been added. In or-
der to decide whether a timed path satisfies a formula like
¬ illegal Until

6 133.4
662 goal, the accumulated reward of a path

needs to be determined. For timed path s0 t0 s1 t1 s2 t2 . . .

this equals

r(s0)·t0 + r(s0, s1) + r(s1)·t1 + r(s1, s2) + . . .

1.4 Couldn’t we specify these guarantees before?
One could argue that the logical framework introduced so far
is nothing else than an alternative formalism to write down
(requirements on) performance and dependability measures.
And, of course, one could use mathematics to precisely spec-
ify the measure-of-interest, being it a transient, steady-state,
or reward one. This is a point, but not the point we want to
emphasize. True, the logical framework—as mathematics—
allows one to specify measures in an unambiguous manner.
The main distinguishing feature, however, is not this precise-
ness (although this is essential), but its flexibility and concise-
ness. Besides, a single (just one!) algorithm suffices to check
these guarantees. This is explained in the following section.

2 Analysis Algorithms

Suppose we are confronted with a (discrete-time or
continuous-time) Markov chain originating from some high-
level formalism such as a stochastic Petri net, a stochas-
tic activity network or a Markovian queueing network, and
a performance guarantee formulated in the logical way ex-
plained above. How does one compute the set of states sat-
isfying this guarantee? The basic computational procedure
is a simple recursive descent over the logical formula. This
means basically that the formula is broken down into its sub-
formulae, that the computation starts with the most simple
sub-formulae, and once this step is completed, considers the
one-but most-simple formulae, and so on, until the entire for-
mula is captured. Considering the parse tree of the formula,
this computation is just a bottom-up traversal over the parse
tree, where at each node (representing a sub-formula) a single
algorithm is invoked. In this way, formulae of arbitrary com-
plexity can be treated in a uniform manner. This recursive de-
scent mechanism is adopted from model-checking algorithms
[13].

The main difference with traditional model-checking algo-
rithms where all computations involve graph algorithms,
fixed-point computations and the like, is that in our setting
numerical algorithms are needed to reason about the proba-
bilities and (in case of CTMCs) real-time aspects. To achieve
this, well-known techniques for solving systems of linear
equations, determining long-run probabilities, and transient
probabilities (e.g., uniformization) are embedded in the tree
traversal as sub-routines.

Let’s explain the computational procedure in a bit more detail
by means of an example. Consider the formula:

P> 0.92

(

¬ illegal Until
611.2

L>0.9999 (goal)
)

in a continuous-time setting, i.e., the superscript 6 11.2 refers
to the amount of time passed rather than the number of dis-
crete jumps taken. We are thus interested in computing the
states in a CTMC that can reach certain states within 11.2 time
units (without ever visiting a non-illegal state) with at least
probability 0.92. The states that need to be reached should
guarantee that when starting from there, the system—when in
equilibrium—is in a goal state at least 99% percent of time.
Before continuing the explanation of our computational pro-
cedure, we like you to take a few moments to consider how to
determine the required states.

Once you are convinced of the fact that it is not easy to de-
termine the required states, let’s start with explaining our al-
gorithm. The above formula has the following sub-formula:
goal, illegal, ¬illegal, L>0.9999 (goal), and, of course, the en-
tire formula itself.

The computation starts with the most simple sub-formulae,
i.e., goal and illegal. As these are the most elementary formu-
lae of our logical framework, it is assumed that their validity
in any state of the model can directly be determined. In case
of a stochastic Petri net, for instance, illegal and goal states
could be states with a certain number of tokens in a certain
place, whereas in a Markovian queueing network these states
could refer to the number of customers in certain queues.
The computation of the set of states satisfying goal, indi-
cated as Sat(goal), is therefore straightforward. The same ap-
plies to computing Sat(illegal). The parse tree traversal pro-
ceeds by considering the one-but-most-simple sub-formulae,
i.e., ¬ illegal. This set is simply obtained by complementing
Sat(illegal), i.e.,

Sat(¬ illegal) = S − Sat(illegal) ,

where S is the entire set of states in the Markov model under
consideration.

The next step is to compute the states satisfying
L>0.9999 (goal), that is, the set of states from which the
system can be started and that guarantee the system to be
in a goal state with at least 99.9% fraction of time, when in
equilibrium. As we follow a recursive descent procedure,
the set Sat(goal) has already been computed. In case the
CTMC is strongly connected, it suffices to compute the
steady-state probabilities by standard means (e.g., Power
method, Gauß-Seidel, or the like), to sum up all these
probabilities for states in Sat(goal), and to check whether
this sum is at least 0.9999 or not. In the former case, all states
satisfy L>0.9999 (goal), otherwise none of the states do. This
is the simple case, in which the CTMC is strongly connected,
and for which the initial probability distribution is not of
any relevance for determining the steady-state probabilities.
The more interesting case appears when the CTMC is not
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strongly connected. In this case, the steady-state probabilities
depend on the initial state—certain states may even not be
reachable depending on where we start. By a graph analysis,
basically a depth-first traversal through the Markov chain,
the strongly connected components (SCCs) are determined
that are terminal. A terminal strongly connected component
is a component in which each state can reach any other state
in it, but no other state. Once such component is reached
it can thus not be left anymore; one can only cycle through
that component, but never escape. For each such component,
the steady-state probabilities are determined by solving a
system of linear equations. For terminal SCC B let πB(goal)
the steady-state probability for being in a goal state in B in
equilibrium. In order now to determine whether

s ∈ Sat (L>0.9999 (goal))

we determine the probability ps(B) to reach the terminal SCC
B from state s. This is done for all terminal SCCs and can
be computed by solving the following system of linear equa-
tions:

ps(B) =

{
1 if s ∈ B
∑

s′∈S P(s, s′) · ps′(B) otherwise

Gathering these results, we obtain that s ∈

Sat (L>0.9999 (goal)) if and only if

ps(B1) · πB1
(goal) + . . . ps(Bk) · πBk

(goal) > 0.9999

where k > 0 is the number of terminal SCCs in the Markov
chain.

As a result from the previous computational steps we have the
following sets of states at our disposal:

L = Sat(¬ illegal) and G = Sat (L>0.9999 (goal))

Let [G] be the characteristic function of G, i.e., for state s

we have [G](s) = 1 if s ∈ G, and [G](s) = 0, otherwise.
Similarly, [L] is the characteristic function of L. As a final
step in the verification process we now determine the set of
states satisfying the formula:

P> 0.92




¬ illegal

︸ ︷︷ ︸

[L]

Until
611.2

L>0.9999 (goal)
︸ ︷︷ ︸

[G]




 (3)

This is done as follows. Consider a path s0 s1 s2 . . . through
the CTMC. (For simplicity, the state residence times are omit-
ted.) Once a state in G has been reached (via only states in
L), it is of no relevance whatsoever to know which states will
be visited afterwards. That is, when sk ∈ G and all preceding
states si ∈ L (with i < k), the fact whether later states sj (for
j > k) are in L or G does not matter for the path to satisfy
[L] Until [G]. It suffices to treat sk ∈ G as an absorbing state.
This applies to all states in G. Therefore, as a first step we
make all states in G in the CTMC absorbing. We do the same
with all states that are neither in L nor in G. This is justified
by the fact that once such state is reached, it is certain that

the path can never fulfill the formula [L] Until [G], whatever
states are visited afterwards. So, prior to doing any compu-
tational step, the CTMC M is changed into M ′ by making
all states in G and all states in S − (L ∪ G) absorbing. The
number of reachable states in M ′ is never larger than than in
M . It is not difficult to see that state s in M satisfies (3) if
and only if it satisfies

P> 0.92

(
true Until

=11.2 [G]
)

in the newly obtained CTMC M ′. What does this bring us?
Well, compare this formula with the one for transient mea-
sures, cf. equation (2). The shapes are very similar, and in-
deed we have transformed the verification of formula (3) into
a (standard) transient measure calculation on another CTMC.
Thus, we are left with determining the probability vector
πs(11.2) (in M ′) that indicates the probability to be in a cer-
tain state after exactly 11.2 time units when starting in state s.
This can be done using standard means such as uniformiza-
tion. Now, it follows that

s ∈ Sat
(

P> 0.92

(

[L] Until
611.2 [G]

))

if and only if
∑

s′∈G

πs(s
′, 11.2) > 0.92 (4)

Here, we emphasize that s is a state in CTMC M whereas the
vector πs(11.2) is computed in the new chain M ′.

2.1 Computational complexity
The computational procedure as exemplified before may seem
time-consuming, but this is not the case [6]. As we follow
a recursive descent over the formula representing the perfor-
mance guarantee to be checked, the worst-case time complex-
ity is linear in the size of the formula. This simply follows
from the fact that for each sub formula a single computa-
tion suffices. For checking long-run guarantees (i.e., formu-
lae of the form L(. . .)), the graph analysis to determine the
terminal SCCs has the same time complexity as a depth-first
search, i.e., linear in the number of states and linear in the
number of non-zero elements in the transition probability (or:
rate) matrix. Solving systems of linear equations can be done
rather efficiently using well-known numerical approximation
techniques such as Gauß-Seidel, successive over-relaxation
or conjugate gradient squared methods. The complexity of
checking formulae of the form P(. . . Until . . .) is the same as
that of performing uniformization. This yields an algorithm
that is polynomial in the length of the formula and in the size
of the Markov chain at hand. This also applies to Markov re-
ward processes, although for these processes more involved
numerical techniques are needed, in particular those for com-
puting transient rewards [1, 19, 14].

Fig. 1 gives an indication of the computation time that
is needed to check the validity of a formula of the form
P(. . . Until . . .). This is obtained with a prototypical im-
plementation (in C) using standard sparse-matrix representa-
tions.
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Figure 1: Computation time vs. number of states for checking
P(. . . Until . . .)

2.2 Couldn’t we analyze these guarantees before?
One could argue that the algorithms used as sub-routines are
all well-known. True. This is, in fact, one of the strengths of
this technique rather than one of its weaknesses. One could
therefore argue that these measures could be computed al-
ready, so what’s new? Indeed, our claim is not that specialists
in performance analysis would not be able to check the per-
formance guarantees that we logically describe. The methods
provided in this note, make this process, however, much eas-
ier: there is one computational procedure for all measures
one can write up in the logic, one does not need to know the
underlying algorithms to check the guarantees, and finally,
various guarantees can be assured for a single model without
the need to manually adapt the model to the guarantee under
consideration.

3 Abstraction

Like for any model-based performance evaluation technique,
model checking suffers from the infamous state-space explo-
sion problem: the size of the Markov chain often grows ex-
ponentially with the size of the high-level description. To
combat this problem, reduction techniques based on lumpa-
bility are often employed. This allows for the computation of
steady-state and transient-state probabilities on the quotient
of the Markov chain under lumping equivalence. It is an in-
teresting result that for the logic presented in this note (in its
full form known as Continuous Stochastic Logic [2, 10], or
CSL) the following result has been established [6, 17]: lump-
ing equivalence coincides with CSL equivalence. This means
that any two lumping-equivalent Markov chains cannot be
distibguished by any CSL-formula, since they satisfy exactly
the same formulae. Using efficient algorithms to construct the
quotient space under lumpability [16], a Markov chain can be
lumped prior to the model checking while preserving the re-
sults. Another consequence of this result is that in order to
disprove that two Markov chains are lumping equivalent, it
suffices to provide a single logical formula that holds in one
but not in the other chain.

Lumpabilioty is akin to the notion of bisimulation [24].
Whereas lumpability relates states that mutually mimic all in-
dividual steps, weak simulation requires that one state can
mimic all stepwise behavior of the other, but not the con-
verse, and—in contrast to strong simulation relations—only
requires this for certain (“observable”) transitions and not
for other (“silent”) transitions. This allows for a more radi-
cal reduction of the state space than using lumpability, while
preserving non-trivial cumulative transient-state probabilities
such as the probability to reach a set of goal states within a
given time bound. More precisely, let s, s′ ∈ S be states of
the CTMC such that s is weakly simulated by s′. Then, for
any set G of goal states and positive real number d we have:

s′ satisfies P6p([L] Until6d [G])

implies
s satisfies P6p([L] Until6d [G])

This result can be generalised towards many more formu-
lae [9]. While strong simulation preorder can be computed by
solving a network flow problem [4], a recent result shows that
the weak simulation pre-order can be solved in polynomial
time using a reduction to a linear programming problem [8].
Weak simulation thus provides an effective and aggressive ab-
straction technique for Markov chains.

4 Tools

The are of probabilistic and stochastic model checking, as the
research field is called, has received quite some attention in
the last decade. Most importantly, this has led to several ded-
icated software tools as well as the incorporation of this ap-
proach into existing performance evaluation tools. We briefly
describe the most relevant implementations and their charac-
teristics:

• ETMCC was the first CTMC model checker [20]. It
uses a sparse-matrix representation, is based on the al-
gorithms explained in this note, and has a simple input
format that enables its usage as a back-end to existing
performance modeling tools.

• PRISM [22] is a model checker for Markov chains as
well as Markov decision processes. It uses a mixed rep-
resentation: a binary-decision diagram for the probabil-
ity (or rate) matrix and a sparse representation for the
solution vector. This tool has been applied to several
case studies from different application fields [23].

• VESPA [25] and YMER [27] support the checking of
performance guarantees on Markov chains (and more
general stochastic processes). These tools do not use
the numerical algorithms as explained in this note, but
use statistical hypothesis testing to decide on the valid-
ity of logical guarantees.
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• GreatSPN [15] and the APNN Toolbox [12] are exam-
ples of longer-existing performance modeling tools that
have adopted stochastic model checking as an integral
part. Both tools use as input language stochastic Petri
nets. The APNN Toolbox supports CSl model checking
using Kronecker representation of composed Markov
chains.

5 Conclusions

This note has surveyed the model-checking approach to dis-
crete and continuous-time Markov (reward) models. We be-
lieve that the model-checking approach provides a useful
technique for performance and dependability analysis. Logics
are useful for specifying performance guarantees, and model-
checking algorithms provide effective (and efficient) means
for checking these guarantees. This is done in a fully au-
tomated way, and provides a single framework for checking
performance measures as well as functional properties such
as absence of deadlocks and reponsiveness.

Although the focus in this note was on discrete- and
continuous-time Markov chains, the logical framework can
also be applied to specify guarantees over stochastic pro-
cesses that might exhibit non-determinism. Indeed, most of
the algorithms in this note can be generalised towards such
Markov decision processes [11, 7]. Other extensions con-
sider more powerful path-based properties [3], impulse re-
wards [14], quasi-birth-death processes [26], or semi-Markov
chains [21].
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